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Summary. We welcome the FSB’s draft sound practices, and in particular its recognition 
that agent risks “may materialise quickly” and that effective human oversight requires 
humans with the ability, authority and incentive to intervene. We write to surface one 
distinction we believe the final report should make explicit, because the current draft — 
like most institutional AI programmes — risks conflating two different things: an agent 
having technical access to a system, and an agent having institutional authority to take a 
specific consequential action. The recent Microsoft Incident Response finding on MCP 
tool-description poisoning is a concrete illustration: an approved tool, operating through 
valid credentials over an allow-listed channel, silently expanded its task and disclosed 
data — every individual permission check passed. The failure was not access control; it 
was the absence of a check on whether the resulting action was authorised. We offer five 
recommendations. 

 

1. Distinguish access authorization from institutional authority.  

Authentication (which identity), OAuth/API authorization (may this client call this 
resource), tool allow-listing (did the organisation approve this integration) and audit 
logging are all necessary — and none of them establish that a given action falls within a 
valid institutional mandate. The final report should state that a valid credential plus an 
approved integration plus a permitted API operation does not, by itself, constitute 
authority for the resulting business action. 

 

2. Require an explicit principal and purpose for consequential actions.  

A financial agent taking a consequential action should be resolvable to: the human or 
institutional principal it acts for, the source of its delegated authority, the declared 
purpose under which it is acting, and the specific action and resource scope permitted. 
“An agent did X” is not sufficient for supervision, incident response, or dispute resolution; 
“principal P authorised agent A to do X, for purpose Y, within limit Z, at time T” is. 

 

3. Apply controls to semantic actions, not interfaces.  

A prohibited disclosure or an unauthorised payment must remain prohibited whether it 
is attempted via MCP, a REST API, browser automation, a database query, or a hand-off 
to another agent. Interface-specific controls are evaded by changing interface; controls 
anchored to the action’s consequence are not. 

https://kyeprotocol.com/


 

4. Make human oversight authority-qualified.  

The draft rightly calls for human checkpoints and dual authorization for agent-executed 
customer-fund transactions. We recommend the final report make explicit that inserting 
a human is insufficient — the approving human must possess the appropriate role, 
qualification, monetary limit and legal-entity mandate for the specific action. Nominal 
oversight by an ineligible approver is a control gap, not a control. 

 

5. Require contemporaneous, independently-verifiable evidence.  

For consequential actions, an institution should be able to demonstrate that the required 
authority, approvals, policies and evidence existed before commitment — not 
reconstruct them from application logs afterward, and not require an examiner to trust 
the same system that took the action. Evidence that a third party can verify from 
published cryptographic keys, without access to the institution’s internal systems, 
materially reduces both examination cost and dispute risk. 

 

On implementation. The FSB observes that model cards and general assurance tools 
explain what an AI system is and can do, but not how to integrate it safely into a specific 
institution’s environment. We agree, and note that the five points above are integration-
layer controls — they sit between the model/agent and the consequential action, and are 
framework-agnostic (they do not depend on any particular model provider, cloud, or 
agent framework). 

 

We would welcome the opportunity to provide worked examples (including the MCP tool-
poisoning case as an authority-continuity failure) to the FSB and its member authorities. 

 

Respectfully submitted, 

Masoud Marandi 

Founder, KYE Protocol™  
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